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If a lion could speak, we could not understand him. 

Ludwig Wittgenstein 

1. Breaking the ice 
Rector Magnificus, distinguished guests, friends and family: 

There’s a film called Ex Machina by Alex Garland (2014), which presents an intriguing 

cinematic take on some classic themes in Artificial Intelligence (AI). In the film, Caleb, a 

software engineer, is invited to stay at the home of Nathan, a reclusive entrepreneur who is 

developing an advanced class of humanoid robots. Caleb is invited on the pretext that he 

will be helping to test the robots’ capabilities. There’s a revealing scene where Caleb meets 

one of these robots, Ava, for the first time (Figure 1). It provides a starting point for the 

reflections I would like to share. 



 

Figure 1 Caleb meets Ava for the first time and tries to break the ice. From: Ex Machina by Alex Garland (2014). 
This scene can be viewed at: https://www.youtube.com/watch?v=mAtmopQxu0o  

 

Consider Caleb’s question: Do you know what I mean by that? When we ask something like 

this, what we’re after is usually some kind of confirmation that our interlocutor understands 

what we have in mind. It’s about the speaker’s meaning. 

Does Ava’s reply suggest that she really understands what Caleb means by to break the ice? 

She gives a paraphrase or a definition: to break the ice means to overcome initial social 

awkwardness. Is that enough, or does “real” understanding imply that one actually has 

some experience of social awkwardness? Can someone aged one, who has never met 

anyone new before, have experienced enough to understand the concept of ice-breaking 

and speak truthfully about it, even if her mastery of language – of English in this case – 

seems flawless? Perhaps Ava seems to understand Caleb, and Caleb thinks he understand 

her, but in fact they only share their code superficially – their meaning representations are 

rooted in such different realities that Ava is like Wittgenstein’s lion: she speaks, but Caleb 

only thinks he understands her -- and she, him (Wittgenstein, 1998). 

This goes beyond metaphorical expressions like break the ice. Take the word red for 

example. I’m not sure I’d be able to define it accurately without recourse to a physics 

textbook. I know that red is an adjective, that it is somehow close in meaning to orange, 

perhaps less so to green and far less so to elongated. I probably learned this because I’ve 

heard the word being used in lots of different linguistic contexts. In this regard, I may be a bit 

similar to a large language model, which also learns a lot from its exposure to textual 

examples.  

But what I know of the meaning of the word red also depends quite a bit on my past 

perceptions of red things. One of the insights from psychology in the last couple of decades 

has been that certain meaning representations are multimodal, and that experiential data is 

https://www.youtube.com/watch?v=mAtmopQxu0o


an important component of language acquisition.1 Can you imagine a human version of Ava 

who has learned language only, say, through text, or by studying dictionaries? (Bender & 

Koller, 2020; Bisk et al., 2020) 

I want to draw some conclusions from this example: 

➔ The symbols that make up our natural languages – words and their ilk – have meaning 

partly in virtue of their relationship to other symbols. My understanding of red is 

informed by what I know of its relationship to other words and also what I know about 

how it behaves, as a word of the English language. 

➔ Crucially, however, the symbols of natural language also have meaning in virtue of their 

relationship to perception and experience. I will use the term grounding to refer to this 

relationship, specifically the relationship between linguistic expressions (symbols) and 

the “world” – in scare quotes – where by “world” I mean any relevant non-linguistic 

information. 

These observations raise a challenge for AI, one which has quite a long intellectual history in 

the cognitive sciences (Harnad, 1990; Searle, 1980). As Stevan Harnad put it, the challenge is 

that we want the symbols of natural language to be connected to the world in the right 

way. For an artificial system, this presents two key questions: 

➔ How can AI models learn the right language-world connections?  

➔ What methods are at our disposal to test the grounding properties of AI systems? 

I’d like to address some aspects of these two questions, from the point of view of my own 

research in language generation and language understanding.  

But first, I should probably address the killer question in the scientific playbook: So what? 

Let’s go back to Caleb and Ava for a moment. Suppose Ava has never experienced anything 

at all about the world. Let’s say she’s never stepped outside the laboratory. Social 

awkwardness – the feeling, as opposed to the expression – is unknown to her. And for the 

sake of argument, let’s also imagine she’s never seen anything red. Would this matter, as 

long as she appears to use English correctly? 

1.1 “It doesn’t matter” 
One answer to that question goes like this: If an AI system’s job involves using language, and 

it seems to use language as well as the next flesh-and-blood human, then there is no point in 

worrying about its meaning representations. On this view, the grounding problem is entirely 

academic. By the way, on one possible reading, this is what the classic Turing Test for 

intelligence implies (Turing, 1950). 

I have a lot of sympathy for this response, as long as we are dealing with systems which are 

well-understood, and whose tasks are well-defined. In that case, it sometimes makes sense 

 
1 For examples of work arguing for multimodal meaning representations in the brain, see (Barsalou, 1999, 
2008; Goldstone & Barsalou, 1998). An interesting account of how language acquisition benefits from 
perceptual and experiential input is (Tomasello, 2005). 



to argue that all we should care about is that the systems do what they are supposed to 

do, as long as our evaluation methods support the conclusion that they do it correctly. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2 Snapshot of the Neonatal Intensive Care Unit (top, left) and sample of the patient data summarized by 
the BabyTalk systems (top, right) with an excerpt from the generated text (bottom).Adapted from: Hunter et al., 
2012. 

 

Here is an example. In the BabyTalk project (Figure 2), we developed systems that 

summarized complex medical data into a textual summary. The context was a neonatal 

intensive care unit at the Edinburgh Royal Infirmary (Gatt et al., 2009; Hunter et al., 2012; 

Portet et al., 2009). This is an example of data-to-text Natural Language Generation, or NLG. 

The text our systems generated was reasonably fluent and very faithful to the input. This 

was verified through extensive knowledge acquisition sessions with specialists in neonatal 

medicine and nursing. Once we developed the system, we also evaluated it over a period of 

several weeks, on-ward, with live patient data, under expert supervision.  

Here is a sentence from a longer text generated by that system:  



SaO2 is variable within the acceptable range and there have been some 

desaturations.  

Now one might ask: What does this system mean by the word variable? What is an 

acceptable range? How many desaturations does some constitute? An expert in the domain 

would presumably be able to understand the meaning of these expressions, but only if she 

was confident that what the system means is the same as what she means. 

By and large, this system’s choice of English expressions was connected “in the right way” to 

the input data, because it was programmed to do so. The language-world connection was 

not learned by the system, it was not intrinsic to it, but was parasitic on the meaning 

representations in the heads of its developers. Asking: 

 what does the system mean when it says that SaO2 is acceptable?  

was equivalent to asking:  

what did the developers want it to mean?  

As a result, if the language-world connection broke down, the developers could intervene 

and fix it. 

1.2 “And yet, it does matter” 
BabyTalk was a family of systems developed for a very specific purpose, and involved 

extensive knowledge engineering. Current research on NLG has taken a very different turn. 

These days, we rarely design artificial solutions to specific problems. Increasingly, we work 

with models – deep neural networks – which can be adapted to perform many different 

tasks.  

Perhaps the best-known family of these models is the one underlying OpenAI’s ChatGPT. 

Strictly speaking, ChatGPT is not designed to do something specific. You can use such models 

to translate from one language to another; or to summarise the relevant jurisprudence for a 

court case and even predict the outcome (with no guarantee of the accuracy of the 

prediction); or to plan a holiday; or to summarise medical data and even propose a diagnosis 

(again, with caveats about the precision of the diagnosis) . Our students use these models to 

help them with both their essays and their programming code. And so on.  

We could call this the generalist turn in AI.  

These models are built on a rather old idea, which has been a mainstay of Natural Language 

Processing (NLP) research for many years. In contemporary parlance, when Caleb asks Ava a 

question, he is prompting the model. The prompt serves as the context, and the model then 

generates a continuation based on probability (Figure 3).  



  

Figure 3 Basic architecture of a large language model. Outputs are probabilistic continuations of inputs. 

Training these models involves exposing them to enormous amounts of data, mostly, but not 

exclusively, in the form of text, orders of magnitude more than a person would be exposed 

to in a lifetime. Such models are then further trained to “understand” and follow 

instructions, and give responses that align with human communicative intentions (Brown et 

al., 2020; Ouyang et al., 2022). 

It turns out – and this is one of the surprising findings of AI in recent years – that if a model 

has sufficient capacity (in terms of the number of parameters it has) and has been trained on 

enough data (measured in terabytes, or petabytes), it not only becomes a very good 

probabilistic predictor of linguistic strings, but also exhibits the ability to perform tasks it was 

not specifically trained to do.  

Two key observations arise from this: 

1. First, during pretraining, such models acquire extensive knowledge of language, enabling 

them to generate highly fluent text. 

2. Second, as part of this process, they also seem to acquire extensive knowledge about the 

world.  

A lot of our work now focuses on finding ways of enhancing and exploiting the knowledge 

that these models acquired during the pretraining process. Much of that knowledge is 

acquired from language, among other modalities.  

So this is where we currently stand: language-enabled artificial systems are increasingly 

being relied on not only for their ability to use natural languages but for their ability to use 

what they have learned about the world, partly or wholly through language.  

That being the case, I think there is a reasonable answer to the question Are this model’s 

language representations really grounded? The answer is: they’d better be. I am not 

suggesting that it is inconceivable for a model to work without this property. My contention 

is rather that, if we are to use such models confidently, their meaning representations 

should align to some extent with our own, or at least they should align to something we can 

understand, even if it is quite different from our own. So when I say meaning 

representations had better be grounded, I mean: better for us.  

This calls for a research program in which we don’t merely ask of models Do you know 

what I mean? We also need methods to ask models: What do you mean? And: How do you 

come to mean it?  



It is when things go wrong – when models fail to connect language to the world in  the right 

way – that we can learn a lot about how these models behave, and what we can do to make 

them better.  

1.3 The interface between vision and language 
For the past several years, my coworkers and I have been working at the interface between 

language and vision. The visual modality is of course not the only way we can come to know 

the “world”. However, it is a very rich source of input, and models that integrate vision and 

language provide us with a very interesting testbed to explore the grounding problem. 

Large language models are increasingly equipped with multimodal capabilities. A common 

way to do this is to equip a language model with a “visual backbone”, a computer vision model 

whose task is to extract the relevant features from images or videos (Figure 4). 

 

Figure 4 Schematic structure of a vision-language model 

Rather than being trained on text alone, such models are trained also on visual data such as 

images and video. Crucially, some portion of their training data actually consists of texts paired 

with these visual inputs (for instance, images with their description), so that the model should 

learn some correspondences between linguistic symbols and visual features. As a result, 

Vision-Language models are a testbed in which we can explore the grounding problem in 

artificial systems in a rather direct way.  

I’d like to share with you some of the aspects of this problem that we’ve been researching. 

Let’s start with challenges that arise from natural language itself. 

2. On knowing how to speak: Systematicity and productivity  
One of the mainstays of semantic theory – the theory of how language conveys meaning – is 

that language is compositional (Szabó, 2022). This implies that we do not treat linguistic 

expressions as isolated chunks of meaning, but we are sensitive to how they combine to 

form larger meanings. Recent work in cognitive neuroscience corroborates this view of the 

human language processor, going so far as to argue that composition is its primary function 

(Mollica et al., 2020). 

Take the expressions red ball and black car. If you understand these expressions, you can 

also understand black ball and red car. So meanings in language combine systematically, at 

least to some extent. Language can also be used productively: if you know the meaning of 



red, you can also describe a novel red object, one that you’ve never seen before. A 

precondition of systematic and productive language use is that your meaning 

representations are robust, words are connected to what they mean in the right way. 

How systematic or productive are our visually-grounded artificial language models? To 

answer this question, it isn’t enough to observe that they can use language well. In principle, 

a model could be fluent without being compositional. For example, what comes out of the 

model could be the product of memorization on a vast scale. After all, the model has seen 

more data than any of us will consume in a lifetime. Current research presents us with 

conflicting evidence, but there is some consensus that they lack full-fledged compositional 

abilities (Baroni, 2020; Donatelli & Koller, 2023; Kamath et al., 2024; Lake & Baroni, 2023). 

One part of our research focuses on developing methods to test the systematicity with 

which models ground linguistic expressions in visual data and to see how this compares to 

human understanding. 

 

Figure 5 Examples from the VALSE benchmark (Parcalabescu et al., 2022). 
In each case, a caption correctly (green) describes the image, but a single 
word (in red) alters the meaning and renders the caption false with 
respect to the image.  

 

One way to do this is by creating carefully designed benchmarks, where we present a model 

with a visual input – an image, or a video – and a pair of sentences which differ in one crucial 

linguistic detail, so that only one sentence is true of the image or video. Here (Figure 5), for 

example , one pair of sentences differs in the spatial relationship they describe, and the 

distinction turns on a single word: is the baby elephant walking under the adult elephant, or 

over it? A similar case concerns verbs: is this figure climbing or descending the stairs? In the 

third case, the distinction turns on the role of negation: is it true that there are no clouds in 

the sky? What we would like to know is: can a model tell the difference between the right 

and the wrong answer in each pair? 



 

Figure 6 Example from ViLMA (Kesen et al., 2024). The video frames 
depict an activity corresponding to the description “someone 
folding a piece of paper”. The main test checks whether a model 
can correctly reason about the outcome of an action in a video, as 
described in language. The proficiency test checks for core 
capabilities that a model needs in order to perform this task.  

 

With videos, we can go even further. If a model is trained to ground language in video data, 

then we can test its ability to reason with time and change (Figure 6). For example, given the 

sentence I folded a piece of paper, a speaker of English is able to conclude that, at the end of 

this activity, the paper is now folded, that is, it has undergone a change of state. Can a model 

draw the same conclusion? Presumably, it first needs to solve a simpler task (the proficiency 

test in Figure 6), that of understanding which objects undergo the action.  

 

Figure 7 Schematic outline of the results on the benchmarks. Left: models perform well on some types of 
linguistic descriptions, but fail to ground other types consistently. Right: Models do not consistently succeed on 
reasoning about change based on verbal descriptions. When the basic task (in this case identifying what is 
being folded) is taken into account, performance is even worse. Adapted from Parcalabescu et al., 2022 and 
Kesen et al., 2024. 



Broadly speaking, what we find here is that models succeed with some of these tests, but 

tend to perform much more variably on others. For instance, it seems quite easy for models 

to determine whether something is in a picture or not, but harder for models to determine if 

two objects stand in some relation to each other, whether that relation is described by a 

spatial preposition or a verb (see Figure 7, left, for a schematic summary of these results). 

This finding has since been corroborated independently, by other researchers (Hsieh et al., 

2023; Kamath et al., 2023).  

In the case of video-language models, our findings really surprised us: Models trained using 

videos do not handle time much better than models trained using only static images. What 

surprised us more is not only that their temporal reasoning abilities don’t seem great, but 

that if we first check whether they have more basic abilities (such as distinguishing the right 

objects undergoing an action), the performance drops even further (see Figure 7, right, for a 

schematic summary of these results). 

This line of work opens up interesting questions about how  multimodal models handle 

descriptions of situations, giving us the impetus to follow up in our ongoing work. I would 

like to give an outline of some of our ongoing research in this area. 

 

 

 

 

Figure 8 Ongoing work within the NLP Group on situation awareness in vision-language models. Left: the ability 
of models to distinguish situation descriptons by factoring in world knowledge and commonsense. Right: the 
ability of models to reason about temporal relations such as before and after in sequences of images or video 
frames. 

One line of work focuses on how situations can be described in static or dynamic visual 

media.  

How do we recognize a situation well enough to know how to describe it, choosing the right 

words? For instance, here ( 

 

 



Figure 8, left) is a pair of images, each depicting two men, one of whom holds a microphone. 

What properties would allow a model to conclude that only one of those pictures involves 

interviewing someone? Clearly, world knowledge plays an important role here (Beňová et al., 

2024).  

Situation descriptions also involve time and change. In sequential media, such as comic 

strips, films, or picture stories, we are able to articulate the temporal sequence of activities. 

The results on video models that we saw before suggest this kind of temporal reasoning is 

lacking. In our ongoing work ( 

 

 

Figure 8, right) we are studying how temporal relations are grounded in visual sequences 

more closely. 

 

 

 

 

 

 

 

 

 

Figure 9 Ongoing work on visually grounded quantifiers. Left: causal tracing allows us to identify where a model 
represents a determiner like no, such that we can replace this with the representation for another word, and 
change the model’s internal meaning (Quantmeyer et al., 2024). Right: humans display considerable variation 
in their interpretation for quantifiers like some and many; we are explicitly modelling this variation. 

A second line of work has to do with words like no, many and some. Syntactically, these 

words function as determiners; semantically, they are quantifiers. On their own, it is hard to 

see how such words could be visually grounded. But think of how we use them. When we 

say, for instance there are NO X, whatever falls within the scope of that negation operator 

(the word no) is presumably absent. In some recent work (Quantmeyer et al., 2024), we 

used a model interpretability technique called causal tracing, and were able to identify a 

highly localized representation of the negation operator (Figure 9, left). This actually enables 

us to modify a model’s representations, for example by replacing the representation of no 

with that of some. In the long run, the promise of such techniques is that we should also be 



able to intervene and fix incorrect or inaccurately grounded representations, making our 

models better. 

What about quantifiers like some and many (Figure 9, right)? These are examples of vague 

expressions, whose meaning is graded. We saw an example of this earlier, from the BabyTalk 

text (Figure 2): there, the system generated the expression some desaturations. In a model 

that is learning these expressions, rather than having them programmed directly, what does 

some mean? As with no, the precise meaning here depends on what falls within the scope of 

the quantifier, but in this case, what qualifies as some or many and so on also depends on 

what we’re talking about. Different quantities of things can qualify as some or many. Are 

there many people here today? In this case, it’s hard to judge models in terms of whether 

they are correct or not. What is more interesting is to try to model the distribution 

underlying human use of these vague quantifiers, and then compare models’ predictions to 

those distributions. 

What I’ve tried to do here is give a smattering of examples of the kind of work we are doing 

to probe the grounding capabilities of Vision-Language models. And there are a couple of 

conclusions we can draw: 

➔ At present, we cannot claim that models exhibit a systematic, productive capacity for 

grounded language use. Their abilities are impressive, but under carefully designed 

experimental conditions, it sometimes turns out that they rely on memorisation and 

shortcut learning.  

➔ This implies that our training objectives could be improved: at present, there is a lot of 

emphasis on size: more data means better performance (Chung et al., 2022; Kaplan et 

al., 2020). This works, to a significant degree. But the findings from experiments like ours 

suggest that we have not yet solved a crucial problem: connecting bits of language to 

elements of perception “in the right way” requires a form of generalisation and 

multimodal fusion that our models still do not quite achieve. 

3. On knowing how to see: Making sense of perception 
Earlier, I suggested that compositionality is a crucial part of the way we use and understand 

language. But composition is not just a driving mechanism in language comprehension, but 

also a feature of how we understand the perceptual world. After all, we learn how to 

interpret what we see because in spite of variation, there are regularities.  

 

Figure 10 Image from the High-Level captions dataset (Cafagna, van Deemter, et al., 2023). What are the 
elements that enable us to infer what scene this is, what people are doing and why they are doing it? 

An image isn’t a disjointed array of objects. For example, in this one (Figure 10) there are 

two people, skis, snow and a building. But we can also tell a lot from the scene composition 



about where the image was taken, what the people might be doing and why. A lot of this 

information is not explicitly given in the image. Much of it comes from our world knowledge 

– we make probable inferences about what is going on in the world, all the time. But those 

inferences rely on understandable regularities in the patterns we perceive.  

There is a classic theory in the psychology of vision, which draws an analogy between visual 

scenes and natural language. Visual scenes, like sentences, have a semantics and a syntax 

(Biederman et al., 1982; Biederman & Bederman, 1987). Recent experimental work 

(Malcolm et al., 2016; Võ, 2021; Võ & Wolfe, 2013) supports this view. 

 

 

Figure 11 The syntax and semantics of dining rooms: a scene is recognized very quickly if it contains the 
expected objects (semantics) in the expected configuration (syntax). Violating these expectations results in 
measurable differences in the speed with which scenes are recognized. Images generated with Dall-E V3.0. 

Humans recognize scenes quite fast. You can easily tell this is a dining room (Figure 11, left). 

There are the objects you would expect – chairs and so on, and they are placed in the 

expected way. But experimental work suggests that if the expected structure – the scene 

syntax – is violated (Figure 11, middle), people experience a little more difficulty in 

identifying the scene. The same happens if the semantics are violated, for example a strange 

object is placed in the scene which you would not expect (Figure 11, right).  

I started taking a deeper interest in these aspects of visual cognition as a result of some of 

my early computational work in language generation. 



 

Figure 12 Generation  of referring expressions: Given a target object in a 
visual scene (left) or a simple array of objects (right), the goal is to generate 
a description that enables a reader or listener to identify the object. 

 

 

 

 

My PhD thesis, under the supervision of Kees van Deemter and Ehud Reiter, focused on the 

generation of referring expressions. For our purposes, let’s think of a referring expression as 

a phrase that enables the speaker to pick out an object from a visual scene, for example, the 

boy sitting in the snow or the large red bell (see Figure 12). At the time, we were working 

with very simplified visual stimuli – for example, this array of bells you see on the right -- and 

did not have access to models that could handle complex visual data in conjunction with 

language. Instead, we were focusing a lot on algorithms, on formal specifications of the 

process whereby a model could determine what to say in order to identify objects. One can 

think of that process as a search: given what the model knows of an object and its context, 

what combination of its properties is salient enough to single it out in a successful referential 

description?  

That focus led us to ask: to what extent are these algorithms good models of human 

referential behaviour? Together with Kees van Deemter, Emiel Krahmer and Roger van 

Gompel, we undertook a program to explore this question, seeking to finetune these 

algorithms based on insights from experiments with human speakers (Gatt et al., 2014; van 

Deemter et al., 2012; van Gompel et al., 2019). In one of these pieces of work (Gatt et al., 

2017), we discovered that production algorithms make predictions about search patterns 

that are in certain ways compatible with those made by models of human visual attention 

(Itti, 2005; Treisman & Gelade, 1980). But they had a limitation: our algorithms only 

considered which properties distinguish an object, but they didn’t factor in prior knowledge, 

especially knowledge about scenes. New results in psychology and computer vision at the 

time were showing that these priors interact with the way we search (Henderson et al., 

2019; Henderson & Hayes, 2017; Torralba et al., 2006). For example, our recognition that 

this scene is probably a ski resort means that we expect there to be certain elements (snow, 

skis, a cabin), but not others (a lion would be surprising, for instance). So the vision literature 



suggests that the semantics and syntax of a visual scene can influence the way we view it. 

My question now became: Do the semantics and syntax of a visual scene also influence 

how we talk about it? 

 

 

Figure 13 Schematic outline of model sensitivity analysis: As the model generates words to describe the 
picture, its choices are more sensitive to the image when it talks about objects, but less so when it talks about 

actions, spatial relations etc. 

A separate line of work began to lead me to similar questions. We were investigating neural 

network models to generate captions that describe images (Tanti et al., 2018; Tanti et al., 

2019). We developed methods to measure the sensitivity of a model’s linguistic choices to 

the visual input. That’s a bit like asking: how much of what the model says really depend on 

what it sees? What we found was that models were paying much more attention to the 

image when they were generating nouns (Figure 13). In other words, these image-to-text 

models were looking at the image mostly in order to talk about things. The rest of the 

sentence was mostly generated based on language probabilities. Like the models we tested 

recently in our benchmarks, these early models were obsessed with objects, but their 

handling of, say, relations wasn’t very well grounded in the visual input. 

So we began to think of ways of overcoming this and enabling models to really use scene 

priors and world knowledge that psychological work tells us are part and parcel of scene 

perception. Sometimes, instead of telling us what a picture contains, we’d like a model to 

generate descriptions in answer to questions like Where is this taking place? What are the 

people doing? Why are they doing it? We developed a new dataset to do this, and used it 

both to finetune and to test models (Cafagna et al., 2022; Cafagna, van Deemter, et al., 

2023). 

 



 

Figure 14 When a model learns how to describe scenes. Left: original image 
and image with a diagnostic object ablated. Right: A model trained 
primarily to generate object-centric descriptions shows a decrease in 
certainty (the blue dot) if key objects are no longer visible; models trained 
to generate scene-level descriptions are much more resilient to this 
ablation, and their certainty stays roughly the same. After (Cafagna et al., 
2022). 

For instance, we find that before a model is fine-tuned to describe scenes (the description in 

blue in Figure 14), it exhibits the object-focused behaviour we had already come across in 

our earlier work: the model’s primary attentional resources are allocated to the regions 

where the objects are. But once adapted to describe the image at the scene level (the yellow 

text), attention becomes more distributed, as if the model is learning to see the image more 

holistically. This makes the model more robust. If we mask objects from the image, a model 

trained only to describe pictures in an object-focused fashion begins to suffer, and we can 

see this from a drop in the certainty with which it describes the image. But a model trained 

also to describe scenes can do so with a high level of confidence, even if some objects are 

not visible. 



 

Figure 15 Example of Vl-SHAP. Blue regions play a higher role in the 
generation of a model’s descriptions. Depending on what the model 
generates, it focuses on different regions of an image, for example, a 
scene description (right) is based more on global regions and less on 
the object itself. 

We followed up on this work by developing a technique for model explanation, based on a 

formalism called Shapley Values (Lundberg & Lee, 2017; Shapley, 1953). Let’s take a step 

back. Ignoring the model’s specific properties, what we have is an image, based on which 

the model generates some description. Now, we can ask: which parts of the input contribute 

more or less to that output? For us, however, the key question was: what do we mean by a 

part of the input? In our method, called VL-SHAP, we use the model’s own internal 

representation of the image to find the semantically meaningful components, and then 

estimate their influence on the model output (Cafagna, Rojas-Barahona, et al., 2023). This 

allows us to see how a vision-to-language model grounds its generation decisions as it 

describes an image in response to different questions (Figure 15). In these images, the parts 

shaded in blue are the portions of the image that really contribute to the model’s answer to 

the two questions. When we ask what does the picture show, there’s quite a bit of focus on 

the main objects: the person and the boat. But when we ask where is the picture taken, we 

once more see evidence of a holistic, less object-centric view: the model gives greater 

importance to the surroundings.  

Let me summarise this part of the story. We began with algorithms to refer to objects, and 

with models to describe pictures. In both cases, there was a gap in our understanding and in 

our models’ abilities. Partly, that gap had to do with an excessive focus on objects and their 

properties, without paying attention – literally – to the big picture. Part of the answer lay in 

the psychology of vision, especially scene perception.  

Once again, we’re continuing this line of work and finally bringing together these insights – 

from referring expression generation and from scene perception and image captioning. In an 

ongoing project, for example, we are using eye tracking to investigate how people scan 

complex scenes while they are talking about them, and how violations of scene semantics 

influence this process. For example, what is the difference between human viewing patterns 



when a scene looks entirely familiar versus when there is a strange object that violates the 

scene semantics (for example, the left and right scenes in Figure 16). And crucially, how do 

these viewing patterns correlate with what people choose to say when referring to objects in 

these scenes? The goal is to integrate these human behavioural signals into our models, to 

make them more humanlike. 

 

 

Figure 16 Ongoing work on reference in complex visual scenes: Our goal is to track human gaze patterns as people describe 
objects in images which either conform to standard scene expectations (left) or violate scene semantics, for example by 

replacing an expected object – the laptop – with an unexpected one. These gaze patterns can then be used as signal to train 
our models. 

 

Here is a general conclusion we can draw from this line of work so far: 

➔ We cannot think of grounding as simply a process of matching words to things. The 

relationship between language and perception is mediated by knowledge and 

expectations. Our studies shed light on what humans do, and our modelling efforts are 

aimed to improve models by making them more humanlike. 

 

 

 

 

 

 

4. On having a home 
My initial question was: how does language connect with the world and how do AI models 

learn this connection? To this question, my answers, such as they have been, are very partial. 

To put it bluntly, the world is a complex and messy place. It isn’t just pictures and videos. The 

world is also other people, communities and individuals… and language is not only grounded 



in what is visible: sometimes, what is said has to be reckoned against facts that are not 

immediately tangible. 

There are indeed other ways in which this question is being addressed within the Natural 

Language Processing group2 at the Department of Information and Computing Sciences 

(Figure 17).  

 

Figure 17 The NLP Group at the Depaertment of Information and Computing Sciences, as of December 2024 

Part of our group focuses on core themes in Natural Language Generation, a topic that also 

intersects with multimodality in the sense I have been talking about it here. A key concern 

here is how to control generators, such that their output is factual and consistent. How can 

we stop models from hallucinating? We are investigating both the theoretical question of 

how such hallucinations should be identified, and practical questions such as whether 

retrieval-augmented techniques can alleviate the problem, and whether a well-calibrated 

model which is able to express its uncertainty enhances trustworthiness. 

Another angle has to do with language as a social practice, for example, how language varies 

depending on who is using it, with whom, and for what purpose. This too has deep 

implications for our models, not least because we sometimes forget that we’re not 

modelling Language – with a capital L -- but specific varieties produced by different speaker 

communities in different contexts. A core question here is that of robustness: how can 

models trained on what is necessarily a sample of data – no matter how large – generalize 

beyond their training distribution.  

 
2 https://www.uu.nl/en/research/ai-data-science/natural-language-processing  

https://www.uu.nl/en/research/ai-data-science/natural-language-processing


By the same token, we can zoom in on individual speakers, and ask whether their linguistic 

representations are the same, or whether they vary, and even disagree, in systematic ways. 

What, then, does this imply for our models? Do we simplify the picture and assume that 

language is a uniform phenomenon, so that our models learn some “average” estimated 

over a population? Or do we take disagreement and individual variation seriously also in our 

modelling efforts? 

My own research is informed by a background that took me from Linguistics and Psychology 

to Computer Science and AI. In the same spirit, our group collaborates closely with 

colleagues in the Humanities and the Social Sciences. Within the ICS department itself, we 

benefit from a rich ecosystem that includes groups with expertise in machine learning, social 

and affective computing, computer vision, responsible AI and AI for Law, among others. And 

I am proud of the recently established Special Interest Group NLP@U,3 which brings together 

NLP groups in ICS, UMCU, Social Sciences and the Humanities, under the auspices of the 

Human-Centred AI and the Applied Data Science focus areas. Utrecht is really a great place 

to be doing research in NLP. This multi-disciplinarity is also a key feature of some of our 

flagship Master programs, including the master in Artificial Intelligence and the Master in 

Applied Data Science.  

Some of these values that I hold as a researcher, I learned as a result of working with a lot of 

people hailing from many backgrounds. Among these, certain individuals stand out for the 

lasting influence they have had on me, not only as researchers but also as colleagues, as 

mentors and as friends. I’d like to single out Kees van Deemter and Ehud Reiter, my PhD 

supervisors (and now so much more besides), and Emiel Krahmer, another long-time mentor 

and collaborator. Before working with them, I had the good fortune to study at the Institute 

of Linguistics and Language Technology, where Ray Fabri, Mike Rosner, Marie Alexander, 

Albert Borg and Sandra Vella, infected me with their fascination with language and all its 

complexities.  

These are the bricks out of which my intellectual home was built. And then there is one’s 

actual home. The places I’ve called home have varied quite a bit as I moved from place to 

place. But the constant has always been the presence of a handful of people, those who 

keep me grounded, and stop me from living in my own head all the time. Today, my mother, 

sister and nephew are here to share this moment with me. Only our father is missing; if he 

were still with us I can just imagine what he would do: he’d come up to me after and say 

Well that’s all very well, but where on earth can you get a decent coffee around here? I’m 

also joined today by some of my closest friends, my other family. I cannot believe that they 

have travelled all the way here to be with me in this moment. And then there is Clare, my 

partner, my fellow traveller since the very beginning of this journey. She is the centre of my 

life. 

 
3 https://www.uu.nl/en/research/applied-data-science/special-interest-group-text-mining  

https://www.uu.nl/en/research/applied-data-science/special-interest-group-text-mining


Epilogue 

I have been talking about language as if it were some sort of mirror (sometimes, a slightly 

distorting mirror, to be sure). As if the task of the speaker (human or artificial) is to use 

language to reflect what is the case, to the best of their ability. But of course, language is not 

only a mirror. Sometimes, it acts like a chisel that we use to shape the beliefs of others and 

indirectly, their actions and ultimately the world itself. This has conferred an enormous 

evolutionary advantage on humanity, but it comes at a price. For, as Karl Popper once put it, 

the truth is not always manifest (Popper, 1957). And this makes us vulnerable to the 

peddling of falsehoods and prejudice. In extreme cases, we find ourselves rubbing shoulders 

with people of whom we may well wonder whether they exist in the same reality as we do.  

Technology increasingly plays a role as the vehicle for the spread of false information, 

prejudice and hate.  

From a scientific point of view, AI models provide us with fascinating testbeds to study how 

language – the symbolic realm – can connect with the non-linguistic world of perception, 

experience and fact. That in turn provides a basis to counteract misuse, if we have the right 

tools. But there is no one tool that will do the trick; we need several. And there is no one 

expert who has all the skills; we need several. This may seem obvious, but it isn’t always 

obvious to the people who matter. 

So much of what we do depends on the vision of those who have the power to determine 

what fields of intellectual endeavour are deemed “worthy”. The truth is that it is always hard 

to predict where the next important finding will come from, or whose insights will bear fruit. 

A decision that negatively impacts a specific discipline will almost certainly impact many 

others, whose practitioners are then condemned to rely on their own bag of tricks, without 

the benefit of anyone else’s insight. We all suffer as a result.  

At the end of Ex Machina, Caleb discovers that Ava is far more intelligent than he initially 

thought, intelligent enough to deceive him. Ultimately, it turns out that Caleb was the true 

subject of the experiment. This makes for excellent cinematic entertainment, but for now, I 

think our concern should be less with whether super-intelligent machines will deceive us, 

and more with how we can ensure that such machines are not used, by our fellow humans, 

to harm us. And when those machines are used to communicate, we need to be able to 

understand what they mean and how they mean it. And when the relationship between 

language and the world breaks down, we need the tools to intervene.  

Ik heb gezegd. 
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